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FERjtopEEEFLE
jtop

Exjtopms, WEALTE

sudo pip3 install -U pip

sudo pip3 install jetson-stats

REREREERRE

iy

sudo reboot

MEERE

1iEHIamA

git clone https://github.com/dusty-nv/jetson-containers

bash jetson-containers/install.sh

2. %% Edocker

FEEEsources.listhEiaptHEIEIR
BB MaptREGIR, LA

sudo cp /etc/apt/sources.list /etc/apt/sources.list.bak

sudo vim /etc/apt/sources.Tlist

Esources listlINAE R ABTE

deb https://mirrors.tuna
deb https://mirrors.tuna
multiverse
deb https://mirrors.tuna
multiverse
deb https://mirrors.tuna
multiverse

aptiEf&iRE (Ubuntu 20.04kR4N)

.tsinghua.
.tsinghua.

.tsinghua.

.tsinghua.

edu.
edu.

edu.

edu.

cn/ubuntu/ focal main restricted universe multiverse
cn/ubuntu/ focal-updates main restricted universe

cn/ubuntu/ focal-backports main restricted universe

cn/ubuntu/ focal-security main restricted universe

ZdEdocker, #NdockerE/SGPGEESH (dockerETXAhttps://docs.docker.com/engine/install/ubuntu/)

TR



af://n2
af://n209
af://n199
https://docs.docker.com/engine/install/ubuntu/

sudo apt-get update

sudo apt-get install ca-certificates curl

sudo install -m 0755 -d /etc/apt/keyrings

sudo curl -fssL https://download.docker.com/Tinux/ubuntu/gpg -o /etc/apt/keyrings/docker.asc
sudo chmod a+r /etc/apt/keyrings/docker.asc

#iNdocker&EERlaptiRFlZR
echo \
"deb [arch=$(dpkg --print-architecture) signed-by=/etc/apt/keyrings/docker.asc]
https://downTload.docker.com/Tinux/ubuntu \

$(. /etc/os-release && echo "${UBUNTU_CODENAME:-$VERSION_CODENAME}") stable" | \
sudo tee /etc/apt/sources.list.d/docker.list > /dev/null

sudo apt-get update

Z&Edockersy

sudo apt-get install docker-ce docker-ce-cli containerd.io docker-buildx-plugin docker-
compose-plugin

Zdockerf5, EEEHdockerfI NS S B EIEERE

sudo vim /etc/docker/daemon.json

Edaemon. jsonF ABBIRALUTHRE

"registry-mirrors": [
"https://docker.1lms.run",
"https://docker-0.unsee.tech",
"https://docker.m.daocloud.io"

1,

"live-restore": true,
"features": { "buildkit": true }

ERdockerfRE

sudo systemctl daemon-reload
sudo systemctl restart docker

MR

sudo docker run hello-world

ZtaitH " Hello from Docker! "ERAAT, $iBAdockerfi &Rk



FdockerBZENVIDIA Container Toolkit,

LRURAN

distribution=$(. /etc/os-release;echo $IDSVERSION_ID)

curl -s -L https://nvidia.github.io/nvidia-docker/gpgkey | sudo apt-key add -

curl -s -L https://nvidia.github.io/nvidia-docker/$distribution/nvidia-docker.list | sudo
tee /etc/apt/sources.list.d/nvidia-docker.list

# Z¥:nvidia-container-toolkit

sudo apt-get update

sudo apt-get install -y nvidia-container-toolkit

# AEMBARE (AR InvidiaiEire)

sudo nvidia-ctk runtime configure --runtime=docker
# T )aDockerR 45 fHHLE AR

sudo systemctl restart docker

3.EeBjetson-containersIRiE

# OlTam:T1lava will be our multimodel model
jetson-containers run --name ollama $(autotag ollama)
ollama run Tlava

RERALIOFTHERlavat=Ey,

etson-Yahboom: ~ Q jetson@jetson-Yahboom: ~/nlp_exp/jetson-containers Q

.0.1 https://127.0.0.1 http://127.0.0.1:* https://127.08.0.1:* http://6.0.0.0 htt
ps://0.0.0.0 http://0.0.0.0:* https://0.0.0.0:* app://* file://* tauri://* vscod
e-webview://* vscode-file://*] OLLAMA_SCHED_SPREAD:false ROCR_VISIBLE_DEVICES: h
ttp_proxy:http://127.0.0.1:7890 https_proxy:http://127.0.0.1:7890 no_proxy:local

:~S docker ps host,127.0.6.1,::1]
IMAGE COMMAND CREATE ti 025-05-07T716:47:03.180+08:00 level=INFO source=images.go:458 msg="total bl
PORTS NAMES Q"
Jollama:latest /binfollama serve" 14 min 025-05-07T716:47:03.180+08:00 level=INFO source=images.go:465 msg="total un
used blobs removed: 0"
n-webui/open-web nai s .sh" 9 days time=2025-05-07T16 03.181+08:00 level=INFO source=routes.go:1299 msg="Listeni
(healthy) 0 i ng on [::]:11434 (version 0.
:~$ ollama run llava time=2025-05-07T16:47:03.182+08:00 level=INFO source=gpu.go:217 msg="looking for
st compatible GPUs"
ulling 176 233dd5: 12% . | 486 MB/4.1 GB 29 MB/s 2m45[| time=2025-05-07T716:47:03.284+08:00 level=INFO source=types.go:130 msg="inference
compute"” =GPU-91f35441-e672-5c5a-b25d-bf5f94c697c1 library=cuda variant=jetpa
ck5 compute=8.7 driver=11.4 name=Orin total="15.1 GiB" available="9.8 GiB"
ollama run llava
[GIN] 2825/05/07 - 17:01:19 |J288N| 1.794084ms | 127.08.0.1 | HEAD

[GIN] 2025/05/07 - 17:01:19 |[EEEN| 660.537us | 127.0.0.1 |JPOST o
Jfapi/show"

time=2025-05-07T17:01:22.284+08:00 level=INFO source=download.go:177 msg="downlo
ading 170370233dd5 in 16 256 MB part(s)" I

fAlfcEjetson-containersIMERS, XF tuple"iRis, Fani&pythonhfi A REERE
sudo vim /home/cg/jetson-containers/jetson_containers/l4t_version.py
TEl4t_version.pydiRIISA
from typing import Tuple

EIRHEEREL_parse_python_ver_and_nogil iR EIEZEEL Mtuple[Version, bool{EX S Tuple[Version, bool]:



def _parse_python_ver_and_nogil(s) -> Tuple[Version, bool]:

AFTFFHRILR IR, A

cd jetson-containers
jetson-containers run $(autotag 14t-pytorch)

LEMEXRAHEItorch

(nlp) 7 S jetson-containers run §
(autotag l4t-pytorch)

Namespace(packages=["'14t-pytorch'], prefer=['local', 'registry', 'build'], disab
e=["'"'], user="dustynv', output='/tmp/autotag', quiet=False, verbose=False)

-- L4T_VERSION=35.5.8 JETPACK_VERSION=5.1.3 CUDA_VERSION=11.8

- Finding compatible container image for ['l4t-pytorch']

Found compatible container dustynv/l4t-pytorch:2.2-r35.4.1 (2624-12-18, 7.8GB) -
would you like to pull it? [Y¥/n] Y
dustynv/1l4t-pytorch:2.2-r35.4.1
4L2 DEVICES:
iH# DISPLAY environmental variable is already set: ":0"
ocaluser:root being added to access control list
pHE ARM64 architecture detected
fiHE Jetson Detected
SYSTEM_ARCH=tegra-aarch64

docker run --runtime nvidia --env NVIDIA DRIVER CAPABILITIES=compute,utility,g
raphics -it --rm --network host --shm-size=8g --volume /tmp/argus_socket:/tmp/ar
us_socket --volume fetc/enctune.conf:/etc/enctune.conf --volume Jfetc/nv_tegra r
elease: /etc/nv_tegra release --volume /tmp/nv_jetson_model:/tmp/nv_jetson_ model
--volume /fvar/run/dbus:fvar/run/dbus --volume /var/runfavahi-daemon/socket: fvar/

KBRS

EHRIEEmA

cd data
mkdir Multimodal-RAG-on-Jetson
cd ./Multimodal-RAG-on-Jetson

HTRERE:

Bl multiRAG.py 314

import os
from moviepy.editor import videoFileClip # i T-AbBMM ST E, AN 5 Al
import whisper # FTiE& R, WM A

from 1lama_index.core import SimpleDirectoryReader # ZHLH 5%y Y

from 1lama_index.core import VectorStoreIndex # fll# [/ 25

from 1lama_index.embeddings.huggingface import HuggingFaceeEmbedding # f{#/f] HuggingFace [/iix
NAEY

from 1lama_index.1Ims.ollama import Ollama # %3] ollama ki 5%


af://n50

from

from

from
it

from

from

clas

"out

1lama_index.core import Settings # XELFN LLM i A

Tlama_index.core.schema import ImageDocument # /&% kY
Tlama_index.multi_modal_T1Ims.ollama import OllamamultiModal # {#/flZFF2 iz ollama #i

pydub import AudioSegment # JfJ-FHAfEAm ot
pydub.utils import make_chunks # ¥ 350 A0 E /N e

s VideoProcessor:

WAL IS E, T ARSI R HRE A0 73 Bos i, 4RO A S i

def _init__(self, video_path, output_audio_path, image_path, text_path):
self.video_path = video_path # M4kt
self.output_audio_path = output_audio_path # %t &4 A1k
self.image_path = image_path # FZHUEIE IR Z
self.text_path = text_path # FEHUCARIGAERIE

def extract_audio(self):

MAST S E S AR AN mp3 #5 .

video = VvideoFileClip(os.path.join(self.video_path, "video.mp4™"))

audio_part = video.audio
audio_part.write_audiofile(os.path.join(self.output_audio_path, "output_audio.mp3"))

def segment_audio(self):

FF A BN (8, (T a2,
audio = AudioSegment.from_mp3(os.path.join(self.output_audio_path,
put_audio.mp3"))

chunk_Tength_ms = 2000

chunks = make_chunks(audio, chunk_length_ms)

for i, chunk in enumerate(chunks):
chunk_name = os.path.join(self.output_audio_path, f"{i}.mp3")
chunk.export(chunk_name, format="mp3")

os.remove(os.path.join(self.output_audio_path, "output_audio.mp3"))

def extract_text(self):

5 whisper ALK S RO, FHAg e AR
model = whisper.load_model("base.en™)
audio_text = "'
for filename in os.listdir(self.output_audio_path):
file_path = os.path.join(self.output_audio_path, filename)
result = model.transcribe(file_path)
time = int(filename[:-4]) * 2
audio_text += str(f'At time {timel}s:') + result['text'] + '\n'
with open(os.path.join(self.text_path, "audio.md"), "w") as file:
file.write(audio_text)



def

def

file.close()

extract_frames(self):

AR A OGN, 42 B — e SR R N L
clip = videoFileClip(os.path.join(self.video_path, "video.mp4"))
clip.write_images_sequence(os.path.join(self.image_path, "%04d.png"), fps=0.5)

process_video(self):

PATHAAEER AR : FEHCEA -> 0 BIHA > FHONOR -> FEHCOSE M.
self.extract_audio()

self.segment_audio()

self.extract_text()

self.extract_frames()

class translate_image_to_text:

FIGHSCAE, T xR R R AT MR R 2 R 5.

def

def

os.path.

def

__init__(self, image_path, text_path):
self.image_path = image_path # K& fikie
self.text_path = text_path # ZA%HHIKE
self.response = "' # {ifitEUGHEA I N

get_image_path(self):

SR A G S R R A%

image_folder = self.image_path

image_files = [os.path.join(image_folder, f) for f in os.listdir(image_folder) if
isfile(os.path.join(image_folder, f))]

return image_files

image_to_text(self):

187 2 AR A BN 5K UG AR I, HEARATF N SCAR SO
mm_model = OllamaMultiModal(model="TTava', temperature=0)
image_file_names = self.get_image_path()
for image in image_file_names:
print(image)
time = 2*int(image[8:-4])
self.response += str(f'At time {timel}s:')+

str(mm_model.compTlete(prompt="'summarize the image and output as markdown format with one

Tine', i

mage_documents=[ImageDocument(image_path=image)])) + '\n’
with open(self.text_path+'image.md', 'w') as file:
file.write(self.response)
file.close()



def reply(self):

ARSI, VA PR R IR T ORI R .
# embed_model = TextEmbeddingsInference(model_name="BAAI/bge-Targe-en-v1.5")
embed_model = HuggingFaceEmbedding(model_name="BAAI/bge-small-en")
1Im = ollama(model="1lava', request_timeout=100, temperature=0)
Settings.11m = 11m
Settings.embed_model = embed_model
data = SimpleDirectoryReader(self.text_path).load_data()
index = VectorStoreIndex.from_documents(data)
query_engine = index.as_query_engine(similarity_top_k=3)
while True:
try:
user_input = input('\033[94m' +"Prompt: " + '\033[0m')
response = query_engine.query(user_input)
print(response)
except KeyboardInterrupt:

break
if _name__ == "_main__":
video_path = './video/'
output_audio_path = './audio/'
image_path = './image/'
text_path = './text/'

# output_folder= './output/'

# process video to images and text
processor = VideoProcessor(video_path, output_audio_path, image_path, text_path)
processor.process_video()

text = translate_image_to_text(image_path=image_path, text_path=text_path)
text.image_to_text()
text.reply(

BU%E run.sh 314
#!/bin/sh
mkdir ./audio
mkdir ./text

mkdir ./image
sudo apt update && sudo apt install ffmpeg -y

PIP_MIRROR="-1 https://pypi.tuna.tsinghua.edu.cn/simple"

PIP_TRUST="--trusted-host pypi.tuna.tsinghua.edu.cn"

PIP_OPTS="$PIP_MIRROR $PIP_TRUST --default-timeout=180"



pip install $PIP_OPTS pydub

pip install $PIP_OPTS -U openai-whisper

pip install $PIP_OPTS 1Tlama-index

pip install $PIP_OPTS 1lama-index-multi-modal-T1Tms-ollama
pip install $PIP_OPTS 1lama-index-11ms-ollama

pip install $PIP_OPTS 1lama-index-11ms-huggingface

pip install $PIP_OPTS moviepy

pip install $PIP_OPTS 1lama-index-embeddings-huggingface
pip install $PIP_OPTS 1lama-index-vector-stores-Tancedb
pip install $PIP_OPTS 1lama-index-embeddings-clip

pip install git+https://github.com/openai/CLIP.git

export HF_ENDPOINT=https://hf-mirror.com

export LD_PRELOAD=/usr/local/1ib/python3.8/dist-packages/scikit_learn.Tibs/Tibgomp-
d22c30c5.50.1.0.0

python3 ./multiRAG.py

SERFAlizt

Blvideo3Z 43k, KSR H
TRAIERER, ERamA

bash run.sh

=TS
HJLIEER], SAAISFIEGE, LRI TR, WAL,

[+1 root@jetson-Yahboom: /data/Multimodal-RAG-on-Jetson

./image/80689.png

./image/0022.png

./image/8025.png

./image/8014.png

./imagef00603.png

./image/6019.png

./image/0020.png

./image/8013.png

./image/0012.png

./image/B027.png

./image/f8011.png

./image/0068.png

modules. json: 100% | 349/349 [00:00<00:00, 241kB/s]
config_sentence_transformers. j % | 124/124 [00:00<00:00, 137kB/s]
README.md: 100%] 90.8k/90.8k [00:00<00:00, 1.11MB/s]
sentence bert config.json: 100% 52.0/52.0 [00:00<00:00, 57.7kB/s]
config. json: 100% | 684/684 [00:00<00:00, 418kB/s]
model.safetensors: 1600% 133M/133M [00:04<00:00, 28.4MB/s]
tokenizer config.json: 100% | 366/366 [00:00<00:00, 89.0kB/s]
vocab.txt: 100% | 232k/232k [00:00<00:00, 561kB/s]
tokenizer.json: 100% 711k/711k [09:00<00:00, 1.60MB/s]
special_ tokens map.json: 100% | 125/125 [00:00<00:00, 81.7kB/s]
config.json: 100% | 190/190 [00:00<80:00, 42.9k3,fs]|
Prompt:



af://n58

rook@jetson-Yahboom: /data/Multimodal-RAG-on-Jetson

./image/0014.png
./image/0003.png
./image/0019.png
. /image/0020.png
./image/0013.png
./image/0012.png
. /image/0027.png
. /image/0011.png
L /0 png
0% | | 349/349 [0
ransformers. json: 100% | 124/124 [
100%| 90.8k/90.8k [@
rt_config.json: 100%
config.j % |
model.safetensors
tokenizer_confi % | 366/366 [0
| 232k/232k [
711k/711k [@
| 125/125 [8
Gateway for video analytics solution. T onfig. : | 1908/190 [06:08
: ]
- Hello! How can I assist you today?
el jte N|cPU IGPU _ 3

Model: NVIDIA Orin NX Developer Kit - Jetpack 5.1.3 [L4T
GHz

2 L 12

[

PID USER GPU TYPE PRI CPU% MEM] Command

465832 root I G Zd & 148.8 .7G ollama

453438 root I G 20 S 40.3 B python3

[HW engines] [Sensor] —— [Power] — [Inst] [Avg]

APE: [OFF] PVADa: [OFF] CPU .6 GPU cV 7.5 7.6W
DLAL OFF] 2.1W 2.1W
NVDE! FF] 13.6W 13.8W
NVIPG1: [OFF C
VIC: [OFF]

o [l

WNRrun.shiz{TiRsE:

AttributeError: 'GenerateResponse' object has no attribute 'items'

FEBIRIEER, FIFNTFREN G

vim /usr/local/1ib/python3.8/dist-packages/TTama_index/multi_modal_11ms/ol1lama/base.py

KRS

def get_additional_kwargs(response, exclude):
return {k: v for k, v in response.items() if k not in exclude}

def get_additional_kwargs(response, exclude):
# ¥ pydantic BREGATH, HiFHH items()
return {k: v for k, v in response.dict().items() if k not in exclude}

ANRBH TSR promptig Al

valueError: "ChatResponse" object has no field "usage"

WFFEMEHA0 TS



vim /usr/local/1ib/python3.8/dist-packages/TTama_index/11ms/o11ama/base.py

BT R

if "usage" in response:
response["usage"] = token_counts

HiRdocker
SLIOLERE, MiBRdockertBaR3f4

sudo apt purge docker-ce docker-ce-cli containerd.io docker-buildx-plugin docker-compose-
plugin


af://n210
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